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Abstract

The human genome project depends intensively on electronic collection and
dissemination of information. In this respect, it arguably foreshadows much future
scientific research. Its dependence on electronic collection and dissemination of
information also poses strenuous challenges to current database- and
workflow-management technology. We discuss these challenges as they arise in
community databases of collected genome data and in laboratory
information-management systems. We survey what we see as the most important
areas for research in how to better meet the database- and workflow-management
software requirements of the human genome project.

The Human Genome Project—Databases and
Workflow Management

It is reasonable to think of a living cell as a tiny biochemical factory controlled by a
biochemical computer. The genome of an organism is the software for this computer. This
software is encoded in a chemical called DNA, which is a linear molecule composed of basic
building blocks, called bases, each of which encodes 2 bits of information. The genome
contains numerous subroutines, called genes, and associated control structures, called
requlatory elements, that determine when each subroutine is executed. When the hardware
of the cell executes a subroutine, it causes the synthesis of a chemical product which, in
most cases, is a protein. In living organisms the factory and the computer are one in the
same—the software (the genome) builds the computer (the cell) that it executes on. The
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resulting products participate in myriad, intricate chemical reactions that make possible all
the functions of a living organism. Some numbers may be helpful: the human genome is
encoded in 3 billion bases and is thought to contain some 100,000 genes.

Genome research is the study of this chemical computer—both hardware and
software—and the ways in which this computer affects the health, well-being, and general
functioning of living organisms. Genome researchers engage in three major kinds of
research activities. The first is gene hunting, which is the most publicly visible research
activity in this field. The starting point for a gene hunt is usually a disease of interest; for
example, many genome researchers are hunting for genes implicated in cancer. The goals
are (i) to discover where the gene is located among the 3 billion bases that comprise the
(human) genome, (i) to determine the DNA sequence of the gene and identify its protein
product, and (iii) to the extent possible, characterize the biological function of the gene
and protein.

The second activity is genome mapping, the goal of which is to make gene hunting
easier by locating landmarks, called markers on the genome. The purpose of genome
mapping is to find markers spaced more or less evenly along the genome. The term physical
mapping covers a variety of strategies for locating markers. At the Whitehead
Institute/MIT Center for Genome Research (CGR), physical mapping consists of
experimentally constructing an incidence matrix of markers and long DNA fragments
(approximately 10® bases long), in which a non-zero entry signifies containment of a marker
in a long fragment. From the incidence matrix it is possible to produce a partial order of
the markers. In some case markers have distinguishable forms in different individuals—in
which case they are said to be polymorphic—and can be used in pedigree studies (in which
geneticists look for correlation between inheritance of a particular form of a marker and
inheritance of a particular disease). Polymorphic markers can call be used for genetic
mapping, in which the order and distance among polymorphic markers is deduced from
co-inheritance frequencies.

Genome mapping is a prerequisite for the third major activity in genome research,
large-scale DNA sequencing. The software-engineering analogy is simply to get a listing of
machine instructions—but this analogy does not convey the challenges implied by
large-scale sequencing. State-of-the-art technology permits the reading of less than 10°
bases in a single fragment, and produces a DNA sequence that is only 98-99% accurate: to
sequence an entire genome it is necessary to divide it into overlapping fragments and then
try to match overlapping DNA sequences. Besides providing a scaffolding for gene hunts,
mapping is also used in large-scale sequencing to avoid reading the same sequence too
many times. Until recently it has been too time-consuming and expensive to sequence the
entire human genome, though a proposal to begin a concerted effort to achieve this goal
over the next five years is under serious discussion [37]. International projects to sequence
smaller genomes, including several bacteria (1-5 million bases each), a yeast (14 million
bases), and the nematode worm, Caenorhabditis elegans, (80 million bases) are nearing
completion, and pilot projects to sequence regions of the human genome are underway.

The human genome project (HGP) [15] is a collection of independent but coordinated
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international efforts focused on the tasks of genome mapping and sequencing, which
provide the data infrastructure for gene hunts. The HGP is helping to fuel an incredible
data explosion in the biological sciences by (i) systematically producing large and valuable
data sets, and (ii) by developing more efficient laboratory procedures, laboratory
automation, and computerized data-handling and data-analysis software. A striking
example of this explosion is the exponential growth in the worldwide network of DNA
sequence databases. These databases currently hold more than 352,000 DNA sequences
totaling more than 286 million bases and are doubling in size every 2 years [24]. Another
example is the Integrated Genomic Database (IGD) [55, 56], which is a collection of a large
fraction of publicly available genome data (collected from a number of major public
databases) presented in a single schema. IGD currently requires about 2 GigaBytes of
storage, but is planning for 100 GigaBytes within the next few years.

There is a substantial gap between the capabilities of current commercial DBMSs and
the database requirements posed by the human genome project. The DNA sequence
databases are one example. GenBank [5, 24|, which is one of the largest DNA databases in
the world, uses a relational database for internal data management, but the relational
system is not used for external data access. Instead, users typically access GenBank
through a special-purpose query server, called BLAST [3], that operates on a highly tuned
main memory database representation, through WorldWide Web (WWW) readers, or via a
copied, text-based dump of the database, often mediated by third-party commercial
software or a WWW reader. Computer-savvy researchers often use the GenBank text
dumps directly, with no data management support whatsoever. The data model that the
user sees bears little resemblance to the underlying relational schema—the relational
system acts essentially as a storage manager. Genome Sequence Database (GSDB) [14, 28],
another worldwide sequence database, takes a similar approach. GSDB also provides SQL
access for those who understand the underlying relational schema, but the relational
schema bears only a distant relationship to the intuitive view of the data commonly
projected to the users, and involves machinery for versioning of database objects built on
top of the underlying relational DBMS. Another technical approach is take in the
widely-used ACeDB [64], which offers a semantic data model on top of a custom storage
manager; it is clear, however, that to accommodate necessary data volumes in the next few
years a thorough overhaul of ACeDB’s internals is necessary. We discuss the gap between
the facilities offered by current DBMSs and the requirements of genome databases
in section 2 (Genome Databases).

We can group databases for genome research into two broad classes:

o Community databases act as central clearing houses for data for particular groups of
researchers. These databases accept submissions from many researchers, and often
the database administrators have responsibility for curation of the data as well as for
providing user access.

The DNA sequence databases discussed above are one example of community
databases (in fact they are used by essentially all researchers in molecular genetics. )
Other community databases focus on particular organisms. FlyBase [23], the Mouse
Genome Database [54, 41]—databases of genome information for the fruit fly and
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mouse, respectively—use an architecture similar to GenBank’s: a relational database
for internal data management but not for data access. ACeDB was originally built to
store genome data for the nematode worm C. elegans. But as a storage manager and
suite of analysis tool, ACeDB has been adopted by researchers working on other
organisms and is arguably the most successful database system in the field.

e Laboratory Databases lie at the core of laboratory information management systems
(LIMSs). LIMSs track experimental data as it is produced and organize the workflow
of experiments. Examples in genome research include MapBase [27, 60] and
ESTDB [33, 34]. Although LIMSs have a long tradition in analytical laboratories,
they are relatively new to biology, and LIMSs for genome research need improved
support from database management systems, especially in representing and managing
laboratory workflow that interacts with complex data types. Workflow modeling,
execution, and evolution is so important to LIMSs that we devote section 3
(Laboratory Workflow and Data Management) to its discussion.

The requirements of community databases and of laboratory databases overlap. In
particular, both need rich data models, tools for knowledge exploration, and in many cases
will soon face the need to manage relatively large volumes of data. One requirement of
laboratory databases is the need to model complex and changeable laboratory workflows,
and to support execution of laboratory workflows. The remainder of this paper is divided
into two main sections: the first on general database requirements, and the second on
database- and workflow-management requirements for LIMSs.

2 Genome Databases

The gap between current DBMS technology and the requirements of the HGP is most
salient in the need for genome databases to model and query complex conceptual
structures with layers of interpretation built on exponentially increasing volumes of
experimental and observational data. The discovery of the molecular basis of genetics has
helped unify and organize our understanding of biology, but the discipline will remain one
rooted in vast collections of particular observations of diverse, complex systems, overlaid
with interpretations developed in light of current theory. There is much relevant database
research, but little directly applicable software (even research prototypes). Thus, the main
database challenges posed by the HGP are challenges of integrating preliminary research
results into usable software.

A few examples should give a more detail perspective on the breadth of these
challenges.

e GSDB implements versioning of information related to nucleotide sequence entries.
Current DNA sequence databases are organized into structured-object-like units
called entries. An example entry would be the following (in a human-readable format
that is familiar to biologists):

LOCUS HSRYRRM2 1874 bp RNA PRI 09-FEB-19%94



DEFINITION H.sapiens mRNA for YRRM2
ACCESSION  X76060
KEYWORDS RNA binding protein; YRRM2 gene.
SOURCE Unclassified (clone MK29) m adult testis.
ORGANISM Unclassified
REFERENCE 1 (bases 1 to 1874)
AUTHORS  Inglis,J.D.
JOURNAL Submitted (05-NOV-1993) J.D. Inglis, MRC Human Genetics Unit,
Western General Hospital,Crewe Road, Edinburgh EH4 2XU, Scotland,
UK
STANDARD full automatic
REFERENCE 2 (bases 1 to 1874)
AUTHORS Ma,K., Inglis,J.D., Sharkey,A., Bickmore,W.A., Hill,R.E.,
Prosser,E.J., Speedson,R.M., Thomson,E.J. and Jobling,M.
TITLE A Y chromosome gene family with RNA-binding protein homology:
candidates for the azoospermia factor AZF controlling human
spermatogenesis.
JOURNAL  Cell 75, 1287-1295 (1993)
STANDARD full automatic
COMMENT [Flatfile retrieved from GSDB Tue Apr 11 15:57:05 1995]
FEATURES Location/Qualifiers

misc_feature

CDS

95..335
/note="RRM homology"
95..1354

/product="YRRM2"
/gene="YRRM2"

misc_feature 773..1216
/note="8X SRGY box"
polyA_signal 1858..1863
source 1..1874
/organism="Homo sapiens"
/chromosome="Y"
/clone="MK29"
/clone_lib="Clontech gtit"
/dev_stage="adult"
/map="Yqi1.23"
/seX= Ilmll
/tissue_type="testis"
BASE COUNT 585 a 353 ¢ 448 g 488 t
ORIGIN
1 gcgeagttgg ccctgtggtg ttccgaagee ggttacgtac ggectgaggg caggegaacc
61 tcaggctctt tgtcctacta aaaagcgcac gacaatggta gaagcagatc atcctggcaa
121 gcttttcatt ggtggoctca atagagaaac caatgagaag atgettaaag cagtatttgg
181 gaaacatggt cccatatcag aagttctttt gataaaggat cgaaccagca aatccagagg
241 ctttgcattt attacttttg agaaccctgc agatgctaag aatgectgega aagatatgaa
301 tggaacgtct ttgcatggaa aagcaataaa agtagaacaa gccaagaaac catcttttca



361
421
481
541
601
661
721
781
841
901
961
1021
1081
1141
1201
1261
1321
1381
1441
1501
1561
1621
1681
1741
1801
1861
//

aagtggtggt
gagatctgca
cctggatgat
agttaaaaga
tgctgtggca
gaattatgga
aacaagacat
ggattatgct
tgaacattcc
tccaccatcet
ttctagagga
tagaggccat
atatagaaat
tgcataccgt
tcatgatgge
ttatagagat
tgtcttatgg
gttgggagag
gaaaagacca
atggtagctc
gagactcgag
gtttgcaaat
aacatgttgg
ttcaaaggaa
tgtttagatg
aaaaaaaaaa

aggcggagac
agaggaagca
ggtggataca
ggtccatctt
agaagcaata
gttcctccac
gatggttatg
ccaccatcta
tctagaggat
agaggccatg
tacagaaatc
ggataccgtyg
catccaagtt
gattatggtc
tacggtgagg
gcacttcaga
tggaagcacc
ttactcgage
aaggaatccg
aagttatgtg
cagatattaa
caaaaattga
ttttgtggag
aaggaattgt
taatatctac
aaaa

caccagcttc
gtggaggaac
ctcectgatct
caagaagtgg
gttggatggg
gcagagcgac
caactaacga
gaggctatgce
atagaaatca
cataccgtga
atcgaagttc
attatggtca
cccgagaaac
attctagttg
ccettggtag
gggacctcte
tgccacgceat
tgtggtgatt
ccttctetgg
gcatctatag
agcaagcatt
aatgttattt
agaggtagat
tttcaaagta
cttaaaattt

ttcgagaaac
aagagggtsg
caagatgagt
aggtcctect
aagccaaggt
aatatcttce
tggaaatcat
ataccgtgat
tcgaagttcc
ttatggtcat
ccgagaaact
ttctegtcega
cagggattat
ggatgaacat
agatcattct
atggtgcacc
atagtaatac
ttcattattg
gtagggtgcet
tagatggtgg
gaaaataata
ctgcattgtt
actaacttcc
atttcatact
tcacaataaa

agaagccctt
cttcececteac
tattctaggg
ccgaaaaaat
cccatgtcac
tggagaaatg
ccaagttgcc
aatggtcatt
cgagaaacta

tctegteggg
agggagtatg
catgaaagtt
gctccaccac
tcctectagag
gaacatctaa
acctgcaaga
acgagataga
tgatcgtgag
ccctgatcct
ggagagtcga
gttattgcat
acctgcatat
tccatgaatt
tgttgatget
attttacatg

caggaagtct
atgaagggca
gactcattcc
ctgctcctte
aaagaagaga
atcgcatgtc
aagaaacgag
ctaatcggga
gggattatgce
atgaaagtta
ctccaccatce
attctagagg
atagagacta
gatatagtta
gtggaagttc
gggeetegga
tatggcagaa
catgtttgcea
cgtgaagcat
tctgaaaaag
accaatcctt
tactgaaaga
ttttgaggta
atttgaaaag
tactgcaaat

GSDB’s administrators would like to allow authors that submit sequence information
or that annotate sequences to be able to provide new versions of their data if they
feel corrections are in order. At the same time, GSDB’s administrators would like to
retain all versions of sequence entries, as discussed by Cinkosky et al. [14]. Therefore
the underlying relational schema must support not only a (single) complex
object—the sequence entry—but also multiple versions of its attributes. As a
consequence, the underlying relational schema contains 38 tables [46]

An ability to record database changes can also be important in laboratory databases,
where all the steps and experimental results for a laboratory sample must often be
recorded, even when experiments are repeated. Section section 3 (Laboratory
Workflow and Data Management) discusses in more detail the need of laboratory
databases to record the history of operations performed on a sample.

Biologists seem most comfortable with a semantic data model. One example of this

phenomenon is the conceptual model projected by the worldwide sequence databases,
whose “entry” construct approximates a semantic schema with a single major object
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Another example of this phenomenon is the interest in the Object Protocol Model
(OPM) [12, 11, 13], a modeling language that is based on Hammer and McLeod’s
Semantic Data Model [29] and that provides special support for modeling workflows.
OPM is implemented by translation to an underlying relational database, and is
being used in several new projects, including a database of citations, CitDB [9]
protein database, 3DBbase [1].

, and a

Perhaps the most striking evidence for the desirability of a semantic data model is
the success of ACeDB. ACeDB has attained great popularity, and is used in for
storing genomic information in over 10 publicly available databases (some containing
information on more than one species) [2]. Other than the conceptual “entry” schema
used by the sequence databases, ACeDB schemas are the only schemas that are
substantially re-used among community or laboratory databases. (Another reason for
the widespread adoption of ACeDB is that it comes with a useful suite of tools for
graphically displaying database contents.)

Despite the popularity of semantic data models for genome informatics, there are no
robust implementations available that offer the recovery, concurrency-control, and
operational facilities that are standard in commercial relational database
management systems.

Community databases are much like a combination of on-line museums and digital
libraries. They are like museums because they provide public collections. Also like
museums they try to ensure a minimal level of accuracy of the data they receive from
researchers and they must record the provenance of the specimens in their collections:
in other words they have a curatorial function. One reason that GSDB provides a
versioning capability is to make curatorial activities more efficient and robust.

Like libraries, successful use requires information retrieval techniques, substantial
domain knowledge, knowledge of the informational strengths and weaknesses of
various potentially helpful databases (which in this analogy act as reference
materials) and knowledge of how to use databases with varying conventions for
representing material. For example there are databases of phenotypes—observable
characteristics governed by genetic constitution—that contain a set of free-text
articles that need to be searched using information-retrieval techniques. An
important example is On-line Mendelian Inheritance in Man [50]. Searching is
available over the WWW, and an article on a particular phenotype typically contain
hyper-links to more structured databases. For example, after finding the GSDB entry
for the YRRM2 gene, one might be interested in other genes implicated in
azoospermia (absence of sperm, mentioned as phenotype possibly related to the
YRRM2 gene in its entry’s TITLE attribute.) A search for the keyword azoospermia
in OMIM might yield 16 articles. Each article in turn contains links to the Genome
Database (GDB) [22, 17, 51] for genes know or suspected Lo be related to the
phenotype, which in turn contains other links to GSDB entries.

Even in the structured databases (e.g. the DNA sequence databases like GenBank
and GSDB) some information is only partially machine-interpretable. In the sequence
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databases this is especially true of the FEATURES entries. For example, in the human
genome there are many copies of a sequence called Alu, which has no genetic
function. (Actually, the copies are not all exact duplicates, but are all similar.)
Looking through GenBank for sequences annotated to contain Alu sequences we find
the following values in the FEATURE attributes in 3 separate entries (from out of many
entries whose sequence is annotated as containing an Alu).

1. repeat_region <1..220
/rpt_family="Alu"
/Tpt_type=DISPERSED

2. misc_feature 2022..>2022
/note="Alu repeat"

3. repeat_region  27508..27804
/note="Alu repeat: matches 1..308 of consensus"

\end{enumeratel}

In addition, many sequences that contain Alus are probably not even annotated by
FEATURE entries, even though Alus are a well-known and well-studied family of

repeats.

This kind of variability in annotation is inevitable because different researchers that
submit sequence have different biological interests and perspectives, so they annotate
their sequences differently. This difference is exaggerated over time, as some “hot”
topics in genome research cool and new ones emerge.

The fact that parts of even the structured databases are not fully
machine-interpretable leads to two conclusions:

1. In the present, to automate search involving such databases we need to be able
to apply information-retrieval techniques (in combination with techniques for
searching structured data and for on-the-fly sequence analysis).

2. In the future, one can envision a third-party cottage industry of DNA sequence
annotators, that use machine analysis of various kinds to provide an completely
machine-interpretable annotation of DNA sequences that reflect current
interests of biologists.

Community databases are inherently federated, as the example of inter-database
navigation to find sequences related to the azoospermia phenotype shows. However,
even semiautomated execution of ad-hoc queries of this ever-growing network of
interlinked databases 1s not possible. Generically, this query can be phrased: “for a
given sequence suspected of being a gene for phenotype p, find all other sequences
that are suspccted of being genes for p.” The following is another “unanswerable”
query, presented in [21]: “Return all sequences which map ‘close’ to marker M on
human chromosome 19, are putative members of the olfactory receptor family, and
have been mapped on a contig map of the region; return also the contig descriptions.”



Both these queries are “unanswerable” in the sense that there exists no facility for
posing such queries on an ad hoc basis (though at any point in time they might be
computed by a special-purpose program—which would have to be constructed by an
extremely knowledgeable and expert programmer). One prerequisite to posing such
queries on an ad-hoc basis would be an appropriate query system. Relevant
computer-science research includes Kleisli [30] (which draws on these sorts of queries
as a source of examples) and Tsimmis [10]. Such federated query systems will also
eventually have to incorporate information-retrieval capabilities (for example to use
the phenotype databases or to adequately interpret sequence database FEATURE
annotations.)

As anonymously noted in Appendix III of [21], “[knowledge-representation]
technology may be the best current technology for building the type of shared data
models” needed by the HGP. Rather surprisingly, there seems to have been few
efforts to apply this technology to genome informatics. Perhaps
knowledge-representation technology could bridge some the gap between structured
databases using a semantic data model and the text information that is still used so
widely. A major forum for discussion of issues arising in federation of genome
databases is the Meeting on the Interconnection of Molecular Biology Databases [43].

To support future activities, genome scientists will need access to databases
containing the following kinds of information:

e DNA and protein sequences plus their 3-dimensional structure,

e descriptive information on the biological functions of DNA sequences and proteins,
and

e descriptions of organismal functions that are putatively controlled by genes and their
protein products.

In addition, like all scientists, genome researchers need convenient access to the published
literature.

Ideally, of course, all these data sets should be linked together, so that, for example, a
scientist could take a newly sequenced region of DNA, search the DNA sequence databases
for all matching sequences, follow links to the protein products of the matching genes, and
finally obtain functional descriptions of those proteins plus articles from the literature
providing more details. The state-of-the-art uses HI'TP and the WWW to link these
databases together. Interested readers can examine the WWW pages at http://
www.ncbi.nlm.nih.gov/Genbank/index.html (GenBank), http://
www . informatics.jax.org/ (Mouse Genome Database), or http://gdbwww.gdb.org/
(GDB). As discussed above, there is no facility for automated, ad-hoc queries over these
federated databases. An example of computer science research aimed at this problem is
recent work by Karp and Mavrovouniotis [32].

In time, more kinds of data will be needed. We have mentioned that gene products
participate in chemical reactions. These reactions form networks in which the output of



one reaction serves as an input to the next. As more of these reactions are characterized, it
will be valuable to create a database of them and to ask queries that trace paths through
the network. For example: “Find all proteins produced by reactions that depend on a
given gene product implicated in breast cancer.” Particularly fascinating to us are reaction
networks involving the control structures of the genome. These control structures, which
determine when a given gene can be executed, are triggered by proteins that are themselves
either gene products or the products of reaction pathways initiated by gene products. By
tracing the pathways that link gene products to control structures, one can begin to trace
the flow of control through the genome qua program.

2.1 DNA Sequence Data

DNA sequence databases are probably the most widely accessible example of genome
community databases. This section looks at some of the challenges involved in creating a
DNA sequence database. We start with the simple problem of defining a DNA sequence
data type. Then we look at algorithmic and indexing issues that arise when searching a
DNA database. Then we move on to query processing problems, followed by view
processing, and finally inheritance and other type structures.

2.1.1 Basic DNA Sequence Data Type

DNA is a linear molecule composed of four kinds of bases, conventionally denoted A, C, G,
and T. A recorded sequence might also have to indicate ambiguous data. For example, we
might know that a certain position contains either a C or a T. There is a conventional
letter coding for each of the 11 possible ambiguities. We can represent a DNA sequence as
a string over this restricted alphabet. The basic operations to he supported include create
instance of a sequence from a text string (verifying, of course, that the input string honors
the restricted alphabet), plus the usual operations on strings, such as substring and
concatenation.

A more unusual operation is reverse complementation: a DNA molecule is a double
helix consisting of two DNA strands (unpaired sequences); given the sequence of one
strand, the sequence of the other strand is obtained by reversing the order of the sequence,
and then substituting bases according to the Watson-Crick base pairing rules: G—C and
T« A. Ambiguity codes must be substituted similarly. For completeness, one generally also
needs reverse without complement, and complement without reverse.

The simplest way to implement a DNA sequence type is to store the sequence as a
text string, using an 8-bit byte per base. This is clearly wastetul of storage space. More
compressed implementations are possible with between 2 and 4 bits per base depending on
whether ambiguity codes are supported. For example, the BLAST query server mentioned
in Section 1 uses a 2-bit implementation. Such compressed encodings reduce the number of
page accesses needed to read sequences from disk, and allow more sequence information to
be cached in main memory.

This very simple example already reveals some issues. The DBMS must allow us to
define specialized types of strings and, by implication, other basic data types. We need the
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ability to tailor the create instance operation for the data type. We need the ability to
define simple, though unusual, operations such as reverse complementation. We need the
ability to control the storage representation of the type, and to modify the implementations
of standard operations, such as substring, to work correctly over non-standard storage
representations. Not surprisingly, these requirements are far beyond the capabilities of
standard relational systems, but are well met by most C+-+-based object-oriented

DBMSs [35]. However, relational DBMSs provide the recovery capabilities, distributed
access to multilingual clients, interpretive query languages, and a plethora of user-interface
tools that genome databases also require. The challenge is to provide a DBMS that
combines the strengths of today’s relational and C+4-based object-oriented DBMSs.

2.1.2 Searching and Indexing

Given two DNA sequences, a basic problem is to determine whether the sequences are
“similar”. This is called the alignment problem and is the subject of extensive algorithm
development. In a database context, we are interested in the related problem of finding all
sequences in the database that are “similar” to a given query sequence. The BLAST query
server mentioned above offers one solution to this problem.

There are a number of alignment algorithms in common use. Dynamic-programming
algorithms [47, 67] are the most accurate, but they are too ineflicient for searching long
sequences or large databases on conventional computers. For these purposes, one must use
less accurate, but much faster, heuristic algorithms. The two choices here are FASTA[52]
and BLAST. Both algorithms are based on the heuristic observation that if two sequences
are similar, then they are likely to contain short subsequences that are identical. FASTA,
which we do not discuss further, relies on a hybrid of dynamic programming and indexing
of short subsequences of the query sequence.

BLAST uses a different approach. It first converts the query sequence into a regular
expression of the form subseq, |subseq,|subseqs| . .., where the subsegs are successive 12-base
subsequences of the query. Then it translates the regular expression into a finite state
automaton, passes the entire database through the automaton, and remembers all matches
as they occur. The BLAST developers tested an indexing scheme, but found it to be slower
than the automaton-based implementation.

It is interesting to examine the reasons that normal indexing schemes are not effective
for alignment searches. Suppose we wish to reproduce the sensitivity of the BLAST
algorithm using an indexing scheme. A simple way to do this is would be to maintain an
index on 12-base subsequences in the database. This index would be quite large: it would
contain roughly as many entries as there are 12-base subsequences in the database, which
approximates the number of bases in the database. And, since each index entry would
almost surely need to contain a 32-bit pointer whereas each base needs only 2 bits, the
index would be about 16 times larger than the database! Moreover the index would
probably not be effective in improving search times. A 1000-base query sequence coutains
almost 1000 12-base subsequences, each of which would hit about 10 database entries
(based on the current contents of the worldwide sequence database). Thus, an indexed
search would cost 1000 disk I/Os to access the index, plus 10,000 disk I/Os to access the
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data, which is more costly than a sequential scan of the database. We do not mean to
suggest that indexing in general is useless for this problem, but rather that something more
clever than this obvious scheme is required.

The alignment example illustrates the following database challenges. The DBMS
must permit multiple implementations for a given function, so that one can use dynamic
programming on small subsets of the database, while using BLAST on the entire database.
We need the ability to implement quite complex operations; all of the alignment algorithms
discussed here are real programs with subroutines, data structures, and so forth. It must
also be possible to extend the database with new indexing methods if and when someone
devises an effective indexing scheme for this problem.

2.1.3 Query Processing

Recall that nucleotide-sequence databases are organized in “entries”, each entry providing
information about a particular sequence, and that in addition to the sequence, an entry
contains formatted information such as the organism from which the sequence was
obtained. An obvious requirement is to express queries that combine user-defined
operations over sequences, e.g., alignment, with more typical relational operations. For
example: “Find all sequences that match a given query sequence and that have the
organism field equal to ‘human’.” This has some interesting implications for query
optimization. Assume there is an index on the organism field. Should the query optimizer
first do the selection “organism equal ‘human’, or should it first do the alignment? Since
alignment is slow relative to indexed selection, the normal heuristic would be to do the
selection first. But, if the only available alignment methods are (i) BLAST against the
whole database or (ii) dynamic programming against subsets, the initial selection would
have to be very restrictive for this to be feasible. Developing a query evaluation method
that could construct BLAST input on the fly from the DNA sequence of a selected subset

of the database’s entries is essentially a research project.

2.1.4 DNA Sequences with Internal Structure

So far, we have treated a DNA sequence as a slightly embellished string. More structure is
needed to capture the biological meaning of a sequence. Let us return to the discussion of
genes begun in Section 1. Recall that a gene is a DNA subroutine whose execution causes a
protein product to be synthesized. Proteins, like DNA, are linear molecules, but are
composed of a larger number of building blocks, called amino acids. There are 20 amino
acids, in contrast to the 4 DNA bases. Somewhat surprisingly, only some of the gene’s
DNA contains information that is necessary for the correct synthesis of its protein product.
The necessary portion is called the gene’s coding region. Even more surprising is the fact
that the coding region is often not contiguous. Instead genes often consist of alternating
coding and non-coding subsequences.

To adequately describe a gene, the database needs to record the coding and
non-coding subsequences. A simple implementation is to record the positions of the
boundaries between these subsequences, and to provide operations that convert this
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information into subsequence objects when needed. In some applications, we care only
about the coding portion of the gene, which is just the concatenation of the coding
subsequences. We would like to be able to access these subsequences or concatenations of
subsequences in exactly the same way as we access stored sequences.

2.1.5 DNA Sequences with Nested Internal Structure

We mentioned in Section 2 that there is an effort underway to sequence the entire yeast (5.
cerevisiae) genome. The yeast genome contains 14 million bases of DNA divided among 16
chromosomes. The organizers of the project have chosen to store each chromosome as a
single database entry. These huge entries average almost a million bases each.

Each entry contains many genes, each of which is a subsequence of the chromosome.
It must be possible to nest the entire gene structure discussed in the previous subsection
within these subsequences. Full recursion is not needed for this example, although it seems
unwise to limit structural nesting in any arbitrary way. For example, there are a few cases
reported in which an entire gene is contained within a non-coding subsequence of another
gene. We also mentioned an effort to sequence a nematode worm genome. The organizers
of this project have chosen to submit data in sub-chromosome units of about 30,000 bases.
The boundaries of these units are arbitrary and genes may span boundaries. To properly
model genes in this scheme, it must be possible to take the gene structure defined in the
previous subsection and apply it to a computed sequence, namely the concatenation of
these sub-chromosome units.

2.1.6 Type Structure

A DNA sequence database may contain entries of different types, suggesting the need for a
type hierarchy or other organizing structure. So far, we have seen three types of entries:
genes, chromosomes, and sub-chromosome units. In this section, we will examine a few
more types.

Recall that a gene contains coding and non-coding subsequences. When the gene is
executed it is first transcribed into an RNA molecule. Then the non-coding subsequences
are spliced out of the RNA molecule, resulting in what is called a message. It is possible to
sequence the message and thereby obtain the sequence of just the coding region of the gene.
More than half the gene entries in the worldwide DNA sequence database are of this type.

Automated DNA sequencing machines of the sort commonly used today can quickly
produce short sequences (up to 300 bases or so) of modest quality (1-2% error rate). To
obtain longer, higher quality sequences it is necessary to run the machine multiple times on
overlapping regions of DNA, and to combine the data from these multiple runs. The
resulting finished sequence is 10 times more expensive per base than the raw sequence
straight from the machine. There is great incentive to devise laboratory procedures and
analytical techniques that can work directly with raw sequences.

Raw sequences are used in the genome-mapping activity mentioned in Section 1. A
genome map consist of DNA markers—each an individual raw sequence—chosen randomly
with an expected inter-marker spacing of 100,000-300,000 bases. The most common type
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Figure 1: Inheritance Hierarchy for DNA Sequences

of DNA marker, called a sequence tagged site (STS) Also important is a specialized type of
STS, called a simple sequence length polymorphism (SSLP). The functional difference
between these marker types is that they can be used in different mapping procedures.

There are several large projects underway to systematically obtain raw sequences
from messages [33, 34]. The resulting sequences, called expressed sequence tags (EST), are
of great biological interest because they are short pieces of genes. The worldwide sequence
databases presently contain more than 158,000 entries of this type.

It is also possible to obtain coding sequences directly genomic DNA. Sequences
obtained in this way are called trapped exons and, unlike ESTs, can be produced from a
particular genomic region of interest—typically one containing a suspected gene.

It is not obvious how to organize these types into a coherent structure. Figure 1
shows one design using inheritance hierarchies. The first-level subclasses fall into three
almost orthogonal groupings:

1. the starting material-—genomic DNA or messages,

2. the biological purpose of the entry—gene, marker, or bulk sequence obtained from a
large scale sequencing project, and

3. the quality of the sequence—finished or raw.

It might be better to think of these groupings as orthogonal dimensions and organize the
types into a type space. Though only 7 of the 12 points in this type space are currently
occupied, it may nonetheless be a more comprehensible way to organize these types.

An alternative approach might be to move away from complex, hard-coded type
structures, and to regard type structures as views created on top of a simpler data
organization. Perhaps it would be better to think of sequence-database entries as weakly
typed objects containing sequence data, descriptive information, regions of interest, etc.,
and to dynamically parse entries into a suitable type structure on demand. This would

A good operational definition is that an STS is a marker that can be detected by the polymerase chain
reaciion—a reaction in which a section of DNA is amplified with the aid of two very short DNA fragments
(approximately 20 bases long) called primers.
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allow different users to organize this body of knowledge according to their individual needs
and preferences. It would also be able to evolve more gracefully as biology’s understanding
of these sequences increases.

3 Laboratory Workflow and Data Management

Genome-research LIMS share many requirements with genome community databases, such
as the need for an expressive data model, and a need to interoperate with community
databases. However the most critical requirement for genome-research LIMS is software to
control laboratory workflow while managing the data produced in the laboratory. This
software knits together a complex web of manual and automated laboratory activities,
including experiment scheduling and setup, robot control, raw-data capture, multiple
stages of preliminary analysis and quality control, and release of finished results.
Appropriate software is necessary to make the coordination of these activities both
intellectually manageable and operationally efficient, and 1s a prerequisite for
high-throughput laboratories such as those operated at the CGR [16, 20, 42, 26, 25, 27, 60]
and at The Institute for Genome Research [33, 34].

High-throughput experimentation is a hallmark of the HGP, and the scale of this
experimentation will increase as it advances toward its ultimate goal of sequencing
mammalian genomes. All proposals for reaching these goals envision large increases in the
number of experiments to be performed and in the volume of data to be collected and
managed, all of which are made possible by increases in laboratory automation in the form
of robotics and electronic data capture. As the HGP scales up, and as laboratory
automation becomes the modus operandi for genome laboratories, a software component
whose primary function is workflow management will become a critical factor in managing
operational complexity.

By laboratory workflow management we mean facilities for tracking the progress of
laboratory samples through interconnected protocols and for making day-to-day decisions
based on their current status in the protocols. Every LIMS must address the issue of
managing laboratory workflow [4, 45], and, at two extremes, can make workflow
management either implicit or explicit.

3.1 Implicit and Explicit Workflow Management

At the implicit extreme, software support for workflow management is distributed among
application programs. Fach application program is responsible for a small part of the
workflow, and the program’s contribution to the overall flow of work is implicit in its
interactions with users and laboratory databases. This extreme is suitable for relatively
simple or unchangeable protocols.

At the explicit extreme, a specific component of the LIMS has responsibility for
explicitly recording the laboratory workflow, organizing the application programs that
participate in it, and guiding the order in which activities occur. This component is a
workflow-management system, and becomes necessary as laboratories become more
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automated, as protocols become more complex and changeable, and as throughput (and
consequently data volume) increases.

LIMS at both extremes on the implicit-explicit continuum can rely to varying degrees
on manual procedures to manage laboratory workflow, though some systems at the explicit
extreme make an aggressive attempt to represent all workflow-management activities.

An example of a LIMS with a largely implicit representation of workflow is that used
to support the genetic-mapping project at CGR [26, 25, 27, 60]. (This system should not
be confused with the more recently developed LIMS, discussed below, that supports CGR’s
human physical-mapping project.) Although CGR’s genetic-mapping LIMS provides no
explicit workflow representation, it does, to some extent, centralize worlflow-control
information in queries stored within the database server. Application programs invoke
these queries, called ready-for queries, to determine the status of markers as they are
progressively characterized and then genetically mapped. Workflow control depends on a
mix of manual procedures and application programs running as cron jobs that utilize
ready-for queries to decide when to operate on particular markers. No one component of
the LIMS contains a complete representation of even the main activities and their sequence
in the protocol.

An example of a LIMS that lies approximately midway between the implicit and
explicit extremes of workflow management is that supporting the EST projects carried out
at The Institute for Genome Research [33, 34]. Some activities are managed by manual
procedures, but are aided by special-purpose programs to help determine what activities
should be performed next. For example, there is a program that determines what
sequencing reactions need to be set up and that produces work lists to guide laboratory
personnel in setting them up on robots. In another case, analysis programs are gathered
into an explicit workflow, which is captured in a program that also controls its execution.
(Such a program is often called a workflow template.) The user can select analyses to be
performed on a particular DNA sequence, and then cause them to be executed in a correct
order. Dependencies on the order in which these analysis programs can run are enforced. In
an approach such as this, workflow information is isolated and to some extent generalized.
A change to the workflow is expressed as a change to the code of the workflow template.

A system that lies somewhat more to the explicit end of the continuum is the LIMS
used at CGR for the human physical-mapping project. This LIMS employs a declarative
approach that gathers workflow information into one place. This information includes the
major steps to be carried out and their interrelationships; it is available to application
programs and constitutes a minimal workflow-management system [61], discussed in more
detail below.

3.2 Laboratory Workflow-Management System Responsibilities

LIMSs at the explicit extremum offer a laboratory workflow-management system, which has
three major responsibilities: workflow tracking, workflow control, and workflow modeling.

The standard Unix utility “cron” is used to execute programs at specified times without human inter-
vention. Thus, an application running as cron job is invoked automatically at set times of the day.

16



Workflow Tracking A key requirement for workflow management for genome
laboratories is to save a record of what happened in the laboratory. This record constitutes
an audit trail or event history, and has much the same function as a laboratory notebook;
it records what was done, when it was done, who did it, and what the results were. It can
also be used to analyze workflows, for example to find rate-limiting steps or to investigate
anomalous final results. All LIMSs, even those at the implicit extremum, produce an event
history.

Workflow Control A second key requirement for workflow management for genome
laboratories is to control what happens as the workflow’s steps are carried out. The right
programs have to execute in the right order; user input has to be obtained at the right
points, and so on. As with workflow tracking, LLIMSs at any point on the implicit-explicit
continuum must address workflow control.

Workflow Modeling Workflow modeling lets workflow management be explicit, and
must support both the workflow tracking and the workflow control responsibilities of a
workflow-management system. A workflow-management system models (describes) a
laboratory protocol or part of a laboratory protocol with a workflow schema (or simply
workflow, if no ambiguity ensues) that prescribes the ordering relationship and data
dependencies among various laboratory steps. A specific formalism, called a workflow
meta-model is used to specify workflow schemas and how they should be executed. One of
the workflows in production at CGR is the “STS generation” workflow depicted in
somewhat simplified and abstracted form in figure 2. The input to the STS generation
workflow is a small-insert clone; as it proceeds though the workflow it is characterized by
workflow activities (or simply activities if no ambiguity ensues), represented by ovals in the
figure. The order in which activities occur is constrained by the dark arrows between them,
which denote the fact that the source activity can be followed by the target activity (under
circumstances that may or may not be captured by the workflow schema). Such arrows are
termed {ransitions. A transition condition prescribes the conditions under which it is
allowable to move along a transition from one workflow activity to another. For example,
in the STS generation workflow one would permit an execution of the order_primers
activity to follow an execution of select_primers activity only if the latter results in
usable primers. A workflow execution consists of the execution of activities in a workflow
schema in an order consistent with the transitions specified in that schema. Fach activity
is performed in part by a program, and to support workflow control, a workflow
meta-model records the relationships among programs and activities.

The outputs of the STS generation workflow feeds into additional workflows (not
shown here), A workflow-management system must support the common situation in which

There is almost no standardization in workflow-management or -modeling terminology. For example,
some authors use terms such as “workflow model” or “protocol model” for what we term a “workflow
meta-model”, some authors use terms such as “process model”, “protocol class”, or “hbusiness process map”
for what we term a “workflow schema”, and so forth. The only antidote to confusion is to carefully note
each workflow meta-model’s terminology, especially since some diflerences in terminology reflect genuine
differences in workflow modeling.
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Figure 2: The “STS generation” workflow, for characterizing sequence-tagged sites (STSs).
As it proceeds through this workflow, a short fragment of DNA (approximately 300-400 bases long)
is first sequenced, after which its DNA sequence is analyzed by a program, SQUIRREL [19], that
locates usable sequence. If there is usable sequence it is then submitted to the NCBI BLAST [3]
server to locate possible similar sequences in GenBank. Primers are selected using another program
and then manually reviewed as part of the activity of ordering from an outside supplier. Finally,
the primers are received and checked.



several workflow schemas interact in various ways, as discussed in more detail in section 3.5
(Requirements). A common case is for a single activity to have an entire workflow schema
as an internal structure.

Each activity in a workflow can take as arguments data inputs—values that are either
produced by activities that precede it, or that are data inputs to the workflow schema as a
whole. Each activity can also produce data outputs—values that can be used as data
inputs by downstream activities, or that can be taken as the data outputs of the workflow
schema as a whole. In figure 2, data inputs and outputs are represented by light arrows
and labeled with light text. For example, data inputs to the select_primers activity are
(i) a DNA sequence (a data output of the sequence activity) and (ii) the location of the
usable sequence (a data output of the squirrel activity). The data input of the ST'S
generation workflow as a whole is the id of a small-insert clone to be characterized. If the
workflow is successful its data outputs are the results of a BLAST search (the “BLAST
hits”) and the primers ordered as a result of carrying out the workflow’s activities. The
workflow has one possible successful outcome, represented by the bottommost dark arrow,
and a number of failure outcomes, represented by horizontal, labeled, dark arrows, for
example the one labeled “primers not ordered”.

To summarize, workflow modeling plays a central role in a workflow-management
system because it unifies and abstracts workflow tracking and workflow control; it lets
these functions be carried out automatically by workflow-management software, thereby
relieving application programs of the responsibility of coordinating workflow tracking and
workflow control. Consequently a workflow meta-model must support both; it must be able
to describe the information that is stored in the event history, and it must be able provide
information necessary for run-time control of workflow executions.

3.3 Approaches to Workflow Management

Clearly, workflow management in a general sense is an ubiquitous task faced by
organizations of many types, such as insurance companies, banks, travel agencies,
automobile factories, and clinical and environmental-testing laboratories. Consequently,
the design of workflow-management systems has recently become an important topic of
computer science research. Typically, each workflow management system proposes its own
workflow meta-model because none in particular enjoys enough popularity to approach
being standard. Computer-science research projects and some commercial offerings in the
area of workflow management are surveyed in [44]. Some particularly relevant examples are
[36, 65, 31, 38, 39, 40, 18, 8]. In the case of Object Protocol Model (OPM), discussed
above, the workflow meta-model (the “protocol model”) focuses on workflow modeling for
workflow tracking, and lacks support execution-time workflow control.

The state of the art in workflow management software (commercial or research) is
still embryonic: broadly-accepted criteria for minimum functionality are nonexistent. Many
workflow meta-models and many of the features of particular workflow-management

Indeed, some workflow meta-models unify the concepts of workflow schema and workflow activity because
an activity viewed in detail can consist of an entire workflow schema.
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systems are implicitly or explicitly oriented toward the requirements of a relatively narrow
application domain. To further muddy the waters, almost every “groupware” and E-mail
program is touted as a workflow management program [53], and such programs do not
come close to providing the features needed for workflow management in high-throughput
genome laboratories. For example, some are designed to organize the tasks of a single user
in isolation, while others are computerized forms-routing systems.

Little experience has been gained toward evaluating the pragmatic utility of the
various features of workflow management software in real-world settings, and none in the
context of genome laboratories. Our analysis of genome-laboratories’
requirements—presented in section 3.5 (Requirements)—leads us to conclude that genome
laboratories require capabilities not present in existing workflow-management software, and
in some cases not even addressed in workflow-management research.

3.4 An Example Workflow-Management System

As an example of a laboratory workflow-management system we review the system
described in [61], which allows workflow designers to declare a workflow schema consisting
of states (representing pending activities) and transitions, which the designer defines in a
simple tabular file. The designer can express some conditions on transitions in the same
file. Each workflow schema has as its single data input a material (a sample) on which to
operate, and is designed to track that material. Using a single material as the data input
for a workflow embodies a sample-tracking perspective that is highly intuitive for
laboratory workflow-management. (The data inputs and outputs of individual activities are
not modeled explicitly in CGR’s current workflow meta-model; instead they are implicit in
the code of application programs, which must query the event history to obtain necessary
data inputs, and which must update the event history to record data outputs.) The
sample-tracking perspective also heavily influences the workflow control techniques used in
the system. During execution of a workflow, the data input material is moved from state to
state. At any point between executions of activities, the state of that material represents
the execution of state of the workflow. For example, before a marker can be scored, it must
be in the waiting_for_scoring state.

Event histories and data outputs are stored in LabBase [59, 57, 58], a special-purpose
DBMS built on top of the commercial ObjectStore object-oriented database management
system [35, 49, 48]. LabBase provides special support for retrieving the event-history
records that pertain to a particular material, or (to handle re-work—see requirement R-7,
below) for retrieving the most recent data outputs associated with a particular material.

Execution control resides in the application program interface (API): based on the
tabular representation of states and transitions it creates queries that applications use
either (i) to retrieve materials in a particular state, or (ii) to move materials from one state
to another. Perl [66] was chosen as the language for which to create the API because it is
the standard language for small programs and system-integration tasks at CGR. To better
organize the responsibilities of application programs, we adhere to the convention that each
activity and each transition is carried out by a single program (though a single program
can carry out several activities or transitions).
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The current workflow-management system supports standard status reports based on
this APL. Periodic status reports are E-mailed automatically to laboratory supervisors, and
provide a way for them assess progress, and in some cases to determine what activities
need to be performed next.

We have used the current workflow management system to implement
semi-automated workflows for several major laboratory protocols at CGR, where it
provided much-needed flexibility.

3.5 Requirements

The following are the probable requirements for a genome-laboratory
workflow-management system:

R-1. The workflow meta-model must provide the capabilities discussed in section 3.2
(Laboratory Workflow-Management System Responsibilities). To review:

o It must support both workflow tracking and workflow control.

¢ It needs to be able to model data inputs and outputs for workflow schemas and
workflow activities.

e It must be able to model transition conditions.

o It must record the relationships among programs and the workflow activities
they implement.

R-2. A workflow management system for genome laboratories must support the
part-subpart relationships that arise frequently in laboratory workflows. These
relationships come about in two ways:

e Sometimes a set of samples is derived in some way from a single sample. An
example would be the set of subclones derived from a clone (in which case the
subclones are literally subparts of the clone). Another example would be a set of
transposants derived by inserting transposons into various locations of a clone
(62, 6].

¢ Sometimes a set of samples is grouped together for processing, and the workflow
must model the progress of the group (while still understanding the group’s
relation to its constituents). A simple example would be the grouping of PCR
primers into a box of 48 pairs for shipping. Another, very common, example
would be the collection of samples into the wells of a microtitre plate, followed
by the grouping of plates into a robot run. Both the plates and the robot run
have their own workflows that must be tracked. Generically, we term such a
grouping or batching of materials for processing a convoy, since the phenomenon
resembles ships joining a convoy.

R-3. A workflow management system for genome laboratories must accommodate
complex, multi-step workflow schemas that are built out of other workflow schemas
using any of the following mechanisms:
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o Workflows connected end-to-end.

o Activities that expand out to an entire workflow schema. For example the
activities select_primers, order_primers, and receive_primers, in figure 2
probably constitute a pattern common to many workflows. It would make sense
to use a subroutine-like mechanism to abstract this common pattern into a single
workflow activity, get_primers, that can be re-used in many workflow schemas.

e Expression of alternative paths through a workflow schema. For example, a PCR
product created with radioactively labeled bases could be detected either in a gel
(if product-size information is needed), or blotted from a microtitre-plate well.

A workflow-management system for genome laboratories must also be able to express
synchronization and data constraints between related workflows. These are often
related to the part-subpart or “convoy” relationships. Synchronization could be
expressed either through inter-workflow transitions conditions, or through
“synchronization activities” that bridge several workflows.

. A workflow-management system for genome laboratories must offer the following

tools:

Workflow Editor A workflow designer needs a graphical editor for specifying the
activities and transitions of a workflow. Most workflow management systems
offer such an editor. Examples include workflow schema editors discussed in
[31, 40, 63, 36]. The editor should support the full capabilities of the workflow
meta-model, and should define the database schema for workflow tracking. It
should offer hyper-links to application-program source code and support the
attachment of documentation to workflows, transitions, and activities.

Debugger/Simulator It is surprisingly easy to create incorrect workflows. A
common problem is a workflow in which execution stalls at a particular
workflow activity. From the sample-tracking perspective of the current CGR
workflow-management system, such a problem manifests itself as materials
getting stuck in a particular state. Often the problem is due to overlooked
combinations of data input values or unexpected interactions with other
workflows. A facility for debugging and simulating workflow executions is useful
for finding and resolving such problems. A simulator that can represent duration
distributions for workflow activities can be used to simulate workflows to detect
rate-limiting activities.

Browser Once a workflow schema is in operation, a browser for viewing the status
of workflow executions and for viewing event histories of particular materials or
executions is extremely useful. It should provide full access to the results
produced by workflow activities and, like the editor, offer hyper-links to
application-program source code.

Generic Status Reports It is useful to provide generic reports that summarize the
activity in a set of workflows over some period. For example, it should be
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R-5.

R-6.

R-7.

possible for a manager to see a report that details how many STS markers have
had primer pairs ordered in the last week. It is probably worthwhile to provide
some degree of customizability for these reports.

A workflow-management system needs to offer an application program interface
(API). A workflow APT greatly simplifies the coding of application programs by
providing procedural abstraction for common patterns of interaction between
programs and the workflow-management system and by helping the programmer
organize this interaction. An API can also ensure that the application program
behaves in a way consistent with the workflow schema-—for example by ensuring that
the program uses only the data inputs specified in the workflow schema. In our view,
the most important programming language for the APT is perl, which can be used to
implement most programs needed for workflow activities. For a given workflow
activity, the editor discussed in R-4 should be able to create a skeletal application
containing those calls to the workflow API that are known to be required based on
the activity’s specification.

A workflow-management system for genome laboratories needs the ability to change
workflow schemas frequently. For example, in the STS generation workflow, one
might want to add an additional step that checks the sequence of a new small-insert
clone to see if the same sequence has already been processed. Workflow evolution of
this kind is common in genome laboratories because they are continually trying to
improve throughput by honing laboratory protocols and adding new techniques.

Evolution of workflow schemas presents two challenges to a workflow management
system. The first is that, in order to understand the event history, it is necessary to
keep old versions of the workflow schema, since event-history records must be
interpreted in the context of the workflow schema whose execution created them.
The second is that something must be done with executions that are in progress
when the workflow schema changes. Decisions about executions in progress must be
made on a case-by-case basis, and in some cases the state of executions in the old
workflow schema must be manually set to a state in the new schema. In other cases,
however, the execution in the old schema can be allowed to finish. In still other cases,
correspondences could be established between activities in the old and new workflow
schemas, executions could jump from the old workflow schema to the new when they
reach states with such correspondences.

A workflow-management system for genome laboratories must allow multiple
concurrent executions with the same data inputs. In addition, the
workflow-management system must accommodate arbitrary re-work and partial
executions. A common occurrence in a laboratory is to “back up” a protocol and
re-start it from some previous state. For example, in the STS generation workflow of
figure 2, if a primer pair fails to amplify, it might be desirable to restart from the
sequence activity (since the problem might be that the sequence is incorrect). In
many cases, the activity at which to re-start an execution after an activity fails
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constitutes part of the protocol that the schema represents. In these cases the
workflow schema should be able to specify what happens after an activity fails. In
other cases—involving unanticipated failures—workflow execution can be restarted
manually at a previous activity. Re-work (or parallel duplicate work) of some part of
a workflow execution might also be needed for quality control and for verification. It
should be possible to set an a-priori limit on the number times re-work due to a given
failure is automatically initiated (though, of course, it should also be possible to
manually override that limit.)

Partial workflow executions arise because of rare but inevitable cases in which the
result of the first part of a workflow schema is provided from some source exogenous
to the workflow. An example would be a primer pair gotten from a published paper,
but thereafter used in the STS generation protocol in the normal way. In this case,
execution of the STS generation workflow would begin with the order_primers
activity.

Because of occasional, exceptional executions, the workflow management system must
allow users to enter comments or annotations at arbitrary points during the execution
of a workflow: these comments become part of the event history of the execution.

R-8. A workflow-management system for genome laboratories must support a focus on the
samples being processed in the laboratory. Both programs and laboratory personnel
must be able to (i) determine the current status of samples in all workflow
executions, (ii) find all the most-recent results produced for a particular sample, and
(iii) look at the event history of activities involving a particular sample.

R-9. Some workflow-management systems can present a user with a work list—a list of the
possible workflow activities that he or she can perform next. The user can take
responsibility for the execution of a pending workflow activity or initiate
computer-based work to execute the activity by selecting it from the work list. If the
activity had been presented in several users’ work lists then it is removed from these
lists as soon as it is selected. In order to map pending activities to users, a
mechanism called role resolution is often used. Role resolution maps pending
workflow activities to the set of possible users that can perform them, and can be
accomplished by listing roles for users and requiring that particular activities be
performed by users with a particular role.

In addition to the requirements above, computer-science researchers have proposed features
for which we have not seen clear requirements in genome laboratories.

X-1. Time-based triggers and deadlines: Some workflow-management systems allow
activities to be executed at regular intervals using time-based triggers. For example,
in the pharmaceutical industry it is necessary to perform stability studies on
products, to determine how they degrade over time. For such applications it would

These failures are “logical” failures: those due to the inability of correctly implemented activities to
complete their operations.
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be useful to specify that product samples be removed from storage and tested at
predefined intervals; a time-based trigger could be used to initiate the execution of a
workflow schema for necessary tests. A related issue is ensuring that activities
complete by a certain time once begun, or are begun by a certain time after a
previous activity is finished. Such constraints can be checked by deadlines. 1t is easy
to imagine how deadlines might arise in a genome laboratory, but CGR’s LIMSs have
not required them.

X-2. Tighter integration with the transaction system of the workflow tracking database: In
some workflow-management systems it is possible for several workflow activities to be
performed as a single transaction in the workflow tracking database.

It is still unknown whether these features are important to genome laboratories.

4 Summary

There are number of areas where connections should be made between the HGP and
database and, more broadly, information systems research.

In particular, the HGP clearly needs robust, efficient implementations of data models
richer than the relational model. We see empirical evidence for this need in the widespread
adoption of ACEDB, in the widespread interest in OPM, and in the object-like conceptual
schemas projected by the DNA sequence databases. Research on historical databases and
versioning is also applicable, because of the need to keep track of modification histories to
information in public community databases. Furthermore, it is not clear that even
semantic data models provide the ideal level of expressiveness; it may be that knowledge
representation techniques are needed as well. In the laboratory, the HGP needs research on
software to manage complicated, changeable workflows and record experimental results.
Finally, the HGP is federating its databases at a furious rate, using existing technology,
mostly HTTP, and the WWW. Research into ad-hoc, automated querying (searching)
would provide huge benefits to biomedical researchers, and would have to include
technology for sequence-similarity searching, information retrieval from text databases, as
well as for searching from structured databases.
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